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3ACTOCYBAHHS BATATOIIOTOKOBOI APXITEKTYPHU NVIDIA® CUDA

JUISI KJIACTEPU3ALIT JAHUX

T. 3. Lropa

VY cuctemi HakonmueHHs panux (Data Mining) [7]
cimericTBo anroputmiB KNN BUKOpHCTOBY€ETHCS st
pO3MOAUTY BXIJHUX JaHUX IO ICHYIOYHX KiacTepax
[2, 6]. OcoOMHBICTIO IILOTO €TaIy € 00pOOKa BETUKOI
KUTBKOCTI TAaHUX, SIKA 3MIACHIOETHCS 3 BUKOPHUCTAHHSIM
HETPUBIAIBHUX, PECYPCOEMHHUX, TPOTE 3AaTHUX 710 PO3-
TapasentoBaHHs, arOPUTMIB (KiIacudikallisi, KacTepu-
3a1lis, po3mizHaBaHHs 00pas3iB). EQekTHBHICT BUKOHAHHS
[IFOTO €TaIly BIIMBAE HA e(DEeKTUBHICTH (PYyHKITIOHYBaHHS
cucteMu B 1istomy [1].

Merta cTatTi — 3actocyBanus apxiTektypu NVIDIA®
CUDA [11] nnst xnacTepu3aniii JaHUX 1 MakcuMizarii
IIBHJIKOJTIT CHCTEMH HAKOTIMYCHHS JIAHWX.

VY crarti nopiBHIOIOTECS peanizauii anroputMy KNN
[2, 6] nns BUKOHAHHS: HA MEHTPAILHOMY MpoIecopi
(CPU); na rpadiunomy (GPU). Bonu BUKOHYIOTB KJ1acTe-
pH3aIIII0 BEJIUKOT KITLKOCTI TOUOK Ha IUTOMIHHI, KOXKHY 3
SKUX HaJaHO JBOMa KOOPAMHATAMH, SIK METPHKA BUCTYIIA€E
JlexapToBa BiJICTaHb.

Ponb GPU Bukonye rpadiunnii mpuckoproBau NVidia
GeForce 9800 GT, mo mictuts sapo cimeiictea G92GT,
24 mynpTUnponecopy, 754 miH. Tpan3uctopiB i 1 I'0
nam’siti GDDR3 3 mpomyckuoto 3aarHicTio 56,3 1'6/c;
niaTpumye Habip komann Bepeii 1.1. Yei GPU 3 nanum
HabOPOM KOMaH/I MOXYTh BUKOHYBaTH 512 CHHXpPOHHHUX
norokis (T, = 512) na onnomy myssrunpouecopi [8].

VY poni CPU Buxopuctano AMD Phenom™ II X4 940,
TakToBa yacToTa sikoro 3 [T, Bin MicTUTE iHTETpOBaHUI
koHTposiep DDR2/DDR3 nam’4ti 3 IpomyCKHOIO 3/1aT-
Hictio 17,067 I'6/¢c [9].

Pozpobmeni nmporpamHi peanizanii anropuT™My y BUIJIS-
ni ¢yHkiii Ha MoBi C, 00’€THAHI B OIMHUITIO KOMITLIAIIII,
HaJ[ TKO0 BUKOHYEThLCSI KOPHCTYBAI[bKHI €TaI KOMITLISII
1 IpUeAHAHHS 3 BUKOpUCTaHHAM Komminsitopa NVCC
(NVidia®). Kinnesuii mporpaMHHUi MPOIYKT BUKOHYE
BUIUIEHHS IaM’SITi U1 BXIOHUX JAaHHUX, 1HII1adi3aiio
X BUTAJIKOBUMH MapaMeTpaMy B MEKax iCHYIOUHX Kiiac-
TepiB, iHiLiami3alito TaiiMepa AJsl OLiHIOBAaHHS Yacy BHU-
koHaHHS K0KHOT 3 KNN-(yHKIIiH 1 3BITbHEHHS pecypciB
MiCJIsi BAKOHAHHS TECTY.

Jlia ouiHIOBaHHS CTENEHI BUKOPUCTAHHS PECYPCiB
rpadigHOTO MPUCKOPIOBaYa BUKOPHUCTOBYBABCS MTPOTpaM-
Huti 3acid NVidia® CUDA Visual Profiler 3.0.23 [12], 3
JIOTIOMOTOFO SIKOTO OTPUMAaHO BUUIEPIHY iHPOPMAITIIO TIPO
BuxoHanHss KNN-¢ynkuiit Ha GPU. Y Bunazky niniiiHoro
PO3TIOTY TIOTOKIB (y KOYKHOMY OJTOIIi — JIATIIE ONWH TOTIK,
citka ognosumipna, K. = K = A_SIZE — D_COUNT,
ne K, — KIJIBKICTH OJIOKIB, K, - KUIBKICTHh HEBU3HAYE-
HUX TOYOK) HasBHA BEJIMKA KIJIbKICTh IHCTPYKLIH, siKa
3YMOBITIOETHCSI ITiIBUIIICHUMH BUTpaTaMH Ha iHiIiai3a-
LiF0 CITKH 3 BEIMKOIO KUIBKICTIO OJIOKIB i1 3pocTaTume i3
30impuIeHHsM K .

Jst ontuMizaltii yacy BUKOHAHHS, HEOOXITHO JIOCSTTH
KOMITPOMICY MK KUTBKICTIO OJIOKIB 1 KUTBKICTIO ITOTOKIB,
1o Mae 3a0e3Me4YnTy MiHiMaJbHE YHUCIIO IHCTPYKILiH,
TIOB’SI3aHMX 3 IMATOTOBKOIO JAHWUX 10 OOPOOKH 1 TaKUM
YHHOM MakcuMi3yBaTh kopucHy podoty GPU. Heobxinne
YHUCJIO TIOTOKIB HE MOXKE MEPEBUIIyBAaTH MaKCHMaJbHE
4KCJI0 CHHXPOHHUX NoToKiB (T ) Ha oquH MyJIBTUIPOLIE-
cop. Lle 3aBmanHs BUKOHAHO 3 JOTTOMOTOIO IPOTPAMHOTO
3aco0y CUDA GPU Occupancy Calculator 1.5 (puc. 1).

OTxe, iCHY€ YOTHPH aIETCPHATUBHI MPOMIKKH, SKi
3a0e3neuyBaTUMyTh [IOBHE BUKOpUCTaHHs pecypciB GPU.
BpaxoByroun BeNrKy KiJTbKiCTh 3BE€pHEHB JI0 TII00aTBHOT
nam’sti 1 HeninidHicTe KNN-dyHKLii, 00paHo kpaiiHio
niBy TOUKy Ha Tpadiky (80 moTokiB), sKa i 3a0e3meunia
MiHiMyM (1/2) BiiHOWIEHHS KiNBKOCTI aNrOPUTMIYHHUX
IHCTPYKIIIM A0 KITBKOCTI KorepeHTHHX (uncoalesced)
orepauiil 3unTyBaHHs/3anucy nam’sTi (puc. 2).

3a manoi koH}iryparii 3amycky moTokiB (puc. 3)
JOCSTAa€eThCsl BUTpAll y 4aci BUKOHAHHS QYHKLIT y
3-8 pa3ziB, ockinbku yci 24 myneTaIporiecopu GPU 3a-
nistai s oouncnenHs KNN-¢dyHkii.

YHUKHYBIIN YaCTOTO BUKOPHUCTAHHS TI00aTBHOT
mnam’sTi, MO)KHa CyTTEBO 3MEHIIMTH Yac BUKOHAHHS,
OCKIJTBKH 3BEPHEHHS 10 TII00aTBHOT TTaM’ sITi MYJIBTH-
npoiiecop Bukonye 3a 400-600 TakTiB, a 10 CIUIBHOL
mam’sTi B Ommori (_shared ) — 3a wotupm TakTtu [3].
[lepen BUKOHAHHIM alaropuTMy KokeH notik Ha GPU
Koriroe BignmoBiaHy (1/80) 4acTHHY BXiOHWUX JaHUX 3
100a1bpHOT TaM STl y CJIBHY, TiCIs 4Oro BigOyBaeThCs
CHHXPOHI3aITis B Mexax 05oky. OOUuCIeHHS 3MIHCHIOIOTh-
Csl 3 BAKOPUCTAHHSM IIBUKOI CIIJIbHOI am’aTi. Macus
IHIEKCIB TOUOK, IO OEpPyTh YIaCTh ¥ TOIOCYBAHHI, KOMITi-
JSITOP TAKOXK PO3MIILAE y CHIIBbHIN mam’ATi. YCiM iHIINUM
JIOKaJIHHUM 3MIHHUM BiamoBigaroTs perictpu GPU [10].

Ha puc. 4 noka3zaHno niHiliHY 3aJ€KHICTh Yacy BHU-
koHaHH KNN-(QyHKIIIH Bi KUTBKOCTI BCIX TOYOK IIPH
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Buecennst HeoOxignux ganux npo GPU ta npo KNN-dyHkuiro

EdexTuBHiCTH BUKOPUCTAHHA pericTpis 3aexkHicTb BUKOPUCTAHHS MYJIbTUIIPOLIECOPIB
BiJl KLIBKOCTI MOTOKIB y 0J1011i

Varying Register Count Varying Block Size

3z

R

24

Multiprocessor
Warp Occupancy
@
Multiprocessor
Warp Occupancy
-
3

=]

0 4 8 12 16 20 24 28 32 16 80 144 208 272 336 400 464
Registers Per Thread Threads Per Block

Puc. 1. [Tomyk ToYkH ONTUMYMY

Profiler Counter Plot

Profiler counters for method - F:2
0.00% 5.38% 10.77% 16.15% 21.54% 26.92% 32.30% 37.69% 43.07% 43.45% 53.84% 59.22%
gld uncoalesced
instructions
branch
local load
divergent branch
local store
gst uncoalesced
cta launched
gst coalesced
gld coalesced
warp serialize
tex cache hit
tex cache miss

T T T T T T
0.00% 5,.38% 10.77% 16.15% 21.94% 26.92% 32.30% 37.69% 43.07% 48.45% 53.84% 59.22%

Puc. 2. [IpoueHTHHUIT cKJIal BUKOHYBAHUX iHCTPYKIi
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[ToTix

[] _global__ void F (Point* _M) §

Brox morokiB

Citka 0JIOKIB
OOOOCOOOOO O OO OO OO OO OO OOOOOOac

Ti(xi.nwim HEeBHAHAYEHUX TOYO0K / 80)41

Puc. 3. Crpykrypa po3napaJjieTl0BaHHS
s GPU 3 80 morokamu B 0s1011i

(hikcoBaHOMY 3HAUEHHI 1HIINX MapaMeTpiB.

BigHomeHHs KiNbKOCTI PO3MOAICHHX 110 KJIacTepax
touok (I COUNT) i 3Ha4eHHs mapaMeTpa airoputMy
(K) mo yacy BUKOHaHHS XapaKTepU3y€e €KCIIOHEHIiiHa
3anexHicTh. Lle BimOyBaeThCs 3a paXyHOK BKJIAJEHUX
LUKIiB, ae iteparop € [0..K).

Ha mouaTtky mpoMixKKy 3a HastBHOCTI MaJTUX OOCSTiB
oOuMcIeHb BUTPATH Ha iHiliamizauito moTokiB Ha GPU
CHIiBMIpHI 3 BUTpaTaMH Ha BUKOHAHHS BIIACHE aJTOPHUT-
My, 110 pizko 30inbmrye yac BukoHaHH KNN-¢dyHkmii
BimHOCHO yacy CPU Tta HiBemo€ MOIIIBHICTH po3Iapa-
JenmoBaHHs. Y pasi 30i1bIIeHHS 00CATIB BXiTHUX JaHUX
MIBUIKO 3pOCcTac BigHOIMEHHS Yacy BukoHaHHs CPU mo
yacy GPU, mpoxonsuu TOUKy MpH KiAbKOCTI aKTUBHHX
MOTOKIB, 110 opiBHIOE 80, 3pocTaloun BCe MIBHIIE HA
MOAANBIIOMY NPOMIXKY. Ha KiHIIEBUX TOUKaxX BUTpall y

.. t(CPU)
IMBUAKOMT ———=
t(GPU)

~30-70 pasiB.

3anexHicTh Ha rpadiky Mae ciaaldki (uIyKTyarrii, 1o
giTkime BupaxeHi 11 GPU i mocuiroroTecs 3i 30i1b-
IICHHSM 3arajibHol KibkocTi TOUoK (A COUNT). Bonu
BUHHKAIOTh Yepe3 0COOIMBOCTI PO3MOALTY IHCTPYKIIIH AJIst
BHKOHAHHS B 0araTormoTOYHHUX CHCTeMax [5].

Ha CPU-apxiTekTypi miaTpuMyeThes fiiicHa (3a

A — 3aranbHa KiJIbKiCTb yCiX TOYOK, AKi 6epyTb
y4acTb B 064YnCNEHHI
| — KiNIbKICTb TOYOK, O NPUCBOEHI MEBHOMY
Knactepy 40 NOYaTKy 064YMCNeHHA
K — KoediuieHT anropuTmy — KinbKiCTb TOYOK, LLO
6epyTb y4acTb Yy roN0OCYBaHHI
T — 3arasbHa KifbKicTb NOTOKIB, AKi HEOOXiAHO
BUKOHaTM (T=A-1)
C — KiNbKiCTb iCHYIOYMX KnacTepis

m— CPU — GPU
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Puc. 4. PesyabTaT eKcriepuMeHTy
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YMOBH HasiBHOCTI JEKIIBKOX siziep i/abo mpouecopis) i
ICEeBI00AraTonoOTOYHICTh (Yepra KOMaH JJIs OAHOTO
sapa/npouecopa). S1apo, ke BUKOHY€e HaOip iIHCTPYKLIH
OJIHOTO TIPOLIECY, MOXE TPOSIBIISITH I1CEBI00AraTonoTou-
HICTb 1 IEpEeMUKATUCS HA BUKOHAHHsI HA0OPY 1HCTPYKLIiH
1HIIIOTO TIpoIiecy. Y I[bOMY BHIAJIKY OTepaliifHa cucTemMa
IHII[IIOBaTHME Yepry KOMaH/I i I0JacTh JI0 Hel KOMaH/IU
30epeKeHHsI 1 BIIHOBJICHHSI PETICTPIB Mpoiecopa, sKi
noTpe0yBaTUMYTh JJOAATKOBOI'O Yacy BUKOHAHHSI.

Ha 060x nocnimKyBaHUX apXiTEeKTypax He TapaHTYEThb-
Csl eKCKJIIO3MBHE BUKOHAHHS OJHOTO HAaOOpy 1HCTPYKLiH
Ha OKpeMill o0uucoBaibHii oqunui [1]. BukoHaHHs
KNN-dynkuii Ha peskux mynsrunpouecopax GPU
MPU3YNUHSIETHCS IS BAKOHAHHS rpadivHUX 00UUCIICHb
(manpukiaj, pobotu Bineoapaiisepa). [1izHime i Mynb-
THIIPOIIECOPH 3aBEPIIYIOTH POOOTY 13 3aTPUMKOIO, IO
JOPIBHIOE TPUBAJIOCTI BUKOHAHHS rpadiyHuX OOUUCIICHb.
Takox HasiBHA IHCTPYMEHTAJIbHA MOXHOKA BUMIPIOBAHHSI
yacy BUKOHAHHs. Ii BiIHOCHY BEIMYMHY MOXHA 3HAWTH
3a GpopMyIoro:

5=%*100%,

ne A —vac BukoHanHs cutStartTimer() i cutGetTimer-
Value() 3 momyns cutil inline.h [4];

t — 3aranpHMA 9ac BukoHaHHss KNN-pyHkii. s
H(CPU)
t(GPU)
MOJANTBIIIOMY TTPOMIXKKY.

BucHoBku

BukoHaHO MpOEKTYyBaHHS, peajizaliio i TeCTyBaHHS
pobotu anropurmy KNN Ha nporpamHo-anaparHii apxi-
texTypi NVidia® CUDA moBoro C++ 3 BUKOPUCTaHHSAM
crangaptaux 6i6miorex C i 6ibmiorek NVidia® CUDA
SDK.

[1in yac mpoexTyBaHHS 3aCTOCOBAHO:

® METOJIM JOCIIHKSHHS OTIepalliid sl MOITYKY TOUKH
ontuMyMy eQekTHBHOCTI (80 aKTHBHUX MOTOKIB);

® TEopito MOOYOBH OAraTOMOTOYHUX CHCTEM JIJIS J0-
CJIiJKEHHST IPUPOIH MTOXUOOK.

® yyCeIbHI METOAM JUISl IeTePMiHyBaHHS 3HAYCHD
MOXHOOK.

3a pe3yapTaTaMu TECTYBaHHS MPOTpaMHOI peari3artii
KNN nocaigkeHo 3ai1eXKHOCTI MK 00CATOM BXIJHUX
JaHUX 1 9acOM pOOOTH aITOPUTMY, HiATBEPIKEHO J10-

TOYKH ~1,6 =0,001% 1 IIPOOOBXKYE CIIalaTH Ha

LiIBHICTH PO3MapajieslioBaHHs 1 BUCOKY €(EKTUBHICTD
GPU sk HeBijl’€MHOT YaCTHUHHM Cy4acHOI CHCTEMH Ha-
KOIIMYEHHSI JTaHHX.
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